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CONTEXT
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01 - WORKLOAD SHIFT
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2020-2022
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Serving the Agentic Workload - Simon Mo (Inferact / vLLM) - Runtime 2026

2024-2026
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01 - WORKLOAD SHIFT
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01 - WHERE IT GETS HARD
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Hybrid KV Cache: page 1Ggasovsunn attention
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@ Linear attention page size = LCM(X, Y, Z) nnuuudv(s page vunaidedniu page 3vrdululgadusiu
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“Nobody is serving production agentic workload on an aggregated inference setup.”
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Distributed KV Cache Pool a2 Mooncake

CONTROL PLANE AQUUUVY
[ VLLM Scheduler J lookup [ Mooncake Master ] lookup [ VLLM Scheduler J KV cache Tudov@iaagiu GPU 1ndovided
inSovlkutngAudtu prefix [9 3ntASovndv
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RDMA fabric = host DRAM = NVMe SSD P50 TTFT chav uu agentic traces
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03 - WHAT'S NEXT
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03 - HARDWARE HETEROGENEITY
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03 - HARDWARE HETEROGENEITY
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chlavyov Inferact nvaovivly speculative decoding (acceptance length 6) - AdWgvUNVLCa:NSWIBAINaTDVAIOY - IATUAIUdIUINGDTTunsIW



03

HARDWARE HETEROGENEITY
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wwunwaralkuonalad “Inside the Megakernel” vov Inferact



03 - uUnLIaUINANAN VLLM

“Premature abstraction is bad.”

-

2024-2025 - syueue 2026 - uanianINS)

Model C

Model A Model B Model C Model A

abstract kernel ua: model interface tWos2UTKYNY SOVSU wciazlutaadwad kernel uazunutlu inference engine vovcid
Katgwu architecture 1oV LWO performance gada

-

AJUATU: IK agent Wou kernel bInZu, &v kernel d1gaoniiv hardware uazifiulasvasivluiaaty flat
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03 - ROADMAP

VLLM Q4 Roadmap: Agentic Production Serving
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PRODUCTION Agentic workloads - Large-scale serving
PERFORMANCE Model performance - Speculative decoding
REFINEMENT KV cache refactoring - CI & release
ECOSYSTEM Hardware support - RL & Omni

22 nnrdYol working group tWalk community wW1souua: contribute
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TAKEAWAYS
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JOIN THE vLLM COMMUNITY

uI9iUNI(K
open-weight model SuiSsrtu

d9u1iu contributors UINN31 3,000 AuNdian

BUILD LEARN CONTRIBUTE
docs.vllm.ai vllm.ai/blog github.com/vllm-project/vllm

u7: “Serving the Agentic Workload” lag Simon Mo, Co-founder & CEO, Inferact - Runtime 2026 - asuniwilnglag AGICAFET



